The dorsomedial prefrontal cortex mediates the interaction between moral and aesthetic valuation: a TMS study on the beauty-is-good stereotype

Chiara Ferrari,1 Marcos Nadal,2 Susanna Schiavi,1 Tomaso Vecchi,3,4 Camilo J. Cela-Conde,2 and Zaira Cattaneo1,4

1Department of Psychology, University of Milano-Bicocca, Milan, Italy, 2Human Evolution and Cognition Group (EvoCog), University of the Balearic Islands and IFISC, Associated Unit to CSIC, Palma de Mallorca, Spain, 3Department of Brain and Behavioral Sciences, University of Pavia, Pavia, Italy and 4Brain Connectivity Center, C. Mondino National Neurological Institute, Pavia, Italy

Correspondence should be addressed to Zaira Cattaneo, Department of Psychology, University of Milano-Bicocca, Milan, Italy. E-mail: zaira.cattaneo@unimib.it.

Abstract

Attractive individuals are perceived as possessing more positive personal traits than unattractive individuals. This reliance on aesthetic features to infer moral character suggests a close link between aesthetic and moral valuation. Here we aimed to investigate the neural underpinnings of the interaction between aesthetic and moral valuation by combining transcranial magnetic stimulation (TMS) with a priming paradigm designed to assess the Beauty-is-Good stereotype. Participants evaluated the trustworthiness of a series of faces (targets), each of which was preceded by an adjective describing desirable, undesirable, or neutral aesthetic qualities (primes). TMS was applied between prime and target to interfere with activity in two regions known to be involved in aesthetic and moral valuation: the dorsomedial prefrontal cortex (dmPFC, a core region in social cognition) and the dorsolateral prefrontal cortex (dlPFC, critical in decision making). Our results showed that when TMS was applied over vertex (control) and over the dlPFC, participants judged faces as more trustworthy when preceded by positive than by negative aesthetic primes (as also shown in two behavioral experiments). However, when TMS was applied over the dmPFC, primes had no effect on trustworthiness judgments. A second Experiment corroborated this finding. Our results suggest that mPFC plays a causal role linking moral and aesthetic valuation.

Key words: aesthetics; morals; face; attractiveness; trustworthiness; social stereotypes; TMS, prefrontal cortex

Introduction

People’s physical appearance has a substantial impact on the way others judge and treat them (Langlois et al., 2000). The evaluation of others’ behaviors and personal attributes is influenced by their attractiveness, especially if there is little other information available. Indeed, first impressions are largely based on physical appearance, including attractiveness. The assessment of the attractiveness of others’ faces is fast and automatic, and serves as the basis for inferences about their socially relevant personal traits (Locher et al., 1993; Olson and Marshuetz, 2005; Chatterjee et al., 2009; Sui and Liu, 2009). Specifically, attractive individuals are attributed more positive personal and interpersonal qualities (such as trustworthiness,
intelligence and competence) than less attractive individuals (Dion et al., 1972; Eagly et al., 1991; Langlois et al., 2000; Chatterjee et al., 2009)—even when inferring positive traits from an attractive face does not necessarily lead to a correct estimate of the person (Jussim, 1991, 1993; Olivola and Todorov, 2010). This association emerges quite early in development (Langlois et al., 2000; Griffin and Langlois, 2006), and influences the way people treat others. Attractive children and adults are treated better, and given better opportunities, than unattractive people (Langlois et al., 2000). This is the case even in contexts in which such differential treatment is explicitly prohibited or discouraged, including schools, job interviews, salary negotiations, and court sentences (e.g., Hamermesh and Parker, 2005; Frevert and Walker, 2014).

This evaluation heuristic, known as the Beautiful-is-Good stereotype (e.g., Eagly et al., 1991), has been discussed in Western thinking at least since Classical Greece, where the notion of beauty included what was morally good (intellectual beauty) and what was pleasant (sensuous beauty). Thus, it was used both in reference to the human physique, buildings and artworks, and in reference to personal character, actions and beliefs (Tatarkiewicz, 1970a). In his Tusculan Disputations, Cicero went even further, highlighting the parallels between the specific features of physical and moral rightness in humans: “And as in the body a certain symmetrical shape of the limbs combined with a certain charm of colouring is described as beauty; so in the soul the name of beauty is given to an equipoise and consistency of beliefs and judgments, combined with a certain steadiness and stability following upon virtue or comprising the true essence of virtue.” (cited in Tatarkiewicz, 1970b, p. 206).

From the perspective of contemporary neuroscience, the intersection between morals and aesthetics suggests the possibility that the valuation of aesthetic and moral attributes may rely on partially overlapping neural and cognitive mechanisms (see Zaidel and Nadal, 2011, for a review). Does beauty appreciation of a painting, for instance, elicit similar brain responses to admiration for an altruistic gesture? This possibility is in line with the notion of a common network of brain regions, including the medial prefrontal cortex and ventral striatum, that computes the valuation of items of different sorts (Levy and Glimcher, 2012). This network represents the reward value of diverse objects, situations, or events, in a common neural currency, enabling the straightforward assessment and comparison of the value and motivational relevance of options of different kinds (Levy and Glimcher, 2012; Phelps et al., 2014; Berridge and Kringelbach, 2015). Neural value computation plays an important role in social cognition too (Ruff & Fehr, 2014). Social features and preferences are also encoded in terms of a common neural currency that assigns value and motivational relevance to them (Zaki et al., 2014). But although the activity of this circuit represents the integrated value of all relevant factors, different brain networks provide the perceptual and cognitive information relative to the different social features (Levy and Glimcher, 2012; Phelps et al., 2014). It is therefore conceivable that attractive faces lead to the attribution of positive personal qualities because, although facial attractiveness and personal qualities per se are processed by different brain networks, the values of both physical and personal qualities are coded along a single dimension by a common valuation brain network.

Thus, understanding the neural mechanisms that link moral and aesthetic valuation has a double interest. First, it affords the opportunity to explain a prevalent and socially relevant stereotype that leads people to be assessed and treated differently based solely on their attractiveness. Second, it offers a novel domain in which to explore the mechanisms by which the human brain computes the value of socially relevant physical and personal features. In this regard, the Beauty-is-Good association is interesting for our purposes not just as a case of social stereotyping (e.g. race or gender), but inasmuch as this association represents a “window” into the overlap between moral and aesthetic valuation.

But what is known about the neural correlates of this phenomenon? Although most research has selectively focused on facial attractiveness judgments or social evaluation, some neuroimaging studies have directly investigated the connection between moral and aesthetic valuation (Zaidel and Nadal, 2011, for review). These studies have revealed an extended cortical and subcortical network mediating the evaluation of both aesthetic and moral value including the amygdala, insula, nucleus accumbens, and also the orbitofrontal cortex (OFC) and medial and lateral sectors of the prefrontal cortex (Tsukiura and Cabeza, 2011; Bzdok et al., 2012a; Avram et al., 2013; Mendes-Siedlecki et al., 2013; Wang et al., 2014). For instance, Bzdok et al. (2012a) found that explicit face trustworthiness judgments and face attractiveness judgments both induced activation in the dorsomedial prefrontal cortex (dMPFC) and in the inferior frontal gyrus. Common responses in the insula and in the medial OFC were also reported in Tsukiura and Cabeza’s (2011) fMRI study when participants evaluated attractiveness of faces and when they decided about the morality of behavioral statements. Similarly, evaluating beauty in faces and morality in vignettes representing positively-valenced or neutral behaviors resulted in the activation of a common network comprising the OFC, the inferior temporal gyrus and the medial superior frontal gyrus (Wang et al., 2014). Interestingly, a similar neural circuit (encompassing the OFC and mPFC) was observed when participants judged morality and aesthetics in poems (Avram et al., 2013).

This evidence shows that medial sectors of the prefrontal cortex are involved in both aesthetic and moral valuation. Indeed, the mPFC is a core region of the social brain (Arndt and Frith, 2006; Van Overwalle, 2009): neuroimaging evidence suggests that it is involved in several aspects of social cognition, mediating self-representation (e.g., Cusnard et al., 2001; D’Argembeau et al., 2007; Jenkins and Mitchell, 2011), first impression formation (e.g., Mitchell et al., 2005a; Baron et al., 2011), personality trait inference (e.g., Ma et al., 2011, 2013a), attribution of mental states (Mitchell et al., 2005b), and social categorization, including stereotyping (Knutson et al., 2007; Quadflieg et al., 2009; Gilbert et al., 2012). Studies in the aesthetic domain found also consistent activation in the mPFC in response to preferred stimuli, whether faces or artworks (Jacobsen et al., 2006; Chatterjee et al., 2009; Chatterjee and Vartanian, 2016). Lesion studies confirm the central role of the mPFC in social cognition. Indeed, damage to the ventromedial prefrontal cortex may lead to impaired theory of mind abilities (Jenkins et al., 2014), abnormal social functioning, and limited attention to moral rules (e.g. Anderson et al., 1999). Furthermore, patients with mPFC lesions not only are more inclined to approve moral violations compared to healthy participants (Ciaramelli et al., 2007), but also show less or more pronounced stereotypical attitudes depending on the damaged portion of the mPFC (Gozzi, Raymont et al., 2009), and abnormal trustworthiness perception in trust-games (Krajbich et al., 2009). However, whether damage to medial sectors of the prefrontal cortex also biases aesthetic evaluations (of faces), or whether it impacts on how face attractiveness affects social (moral) evaluation, is not known.

Another region that deserves attention when investigating the link between moral and aesthetic evaluation is the dorsolateral prefrontal cortex (dlPFC). Activity in the dlPFC is also related to face attractiveness ratings (Nakamura et al., 1998; Winston et al., 2007; Chatterjee et al., 2009; Ferrari et al., 2015) and moral reasoning (Greene et al., 2001; Greene et al., 2004; Tassy et al., 2011; Jeurissen...
et al., 2014), and it has been found to respond to both moral and aesthetic evaluation within the same participants (Bzdok et al., 2012a). However, the dIPFC is not part of the core social brain (Van Overwalle, 2009), and its involvement in social decisions may reflect a general role of this structure in decision-making and conflict regulation (e.g., Fleck et al., 2006; Kim et al., 2014). Nonetheless, we were interested in studying whether the dIPFC regulates flow of information from one system of value (i.e., aesthetics) towards another system of value (i.e., morals), as it does for instance when controlling emotional responses in social evaluation (Knutson et al., 2007; Ito and Bartholow, 2009; Quadflieg et al., 2011; Cattaneo et al., 2011; Kubota et al., 2012).

In this study, we combined a paradigm designed to assess the Beauty-is-Good stereotype with transcranial magnetic stimulation (TMS) to investigate the causal role of the mPFC and of the dIPFC in bridging moral and aesthetic evaluation (note here that the OFC would also be an interesting area to study in this context, but unfortunately it is very difficult to be reliably reached by TMS). Brain stimulation allows interfering with the neural activity in a targeted region in a controlled and reversible manner. It is thus able to shed light on the causal role of different brain areas mediating a particular function/behavior, adding to the correlation evidence provided by neuroimaging studies. Importantly, participants in TMS experiments act as their own controls, overcoming some of the limitations intrinsic in patient studies, such as potential differences in pre-morbid ability, and variability depending on high heterogeneity of lesion extent and severity. We used a priming paradigm to elicit the Beauty-is-Good stereotype because priming/adaptation effects are well suited to the effects of TMS (e.g., Cattaneo et al., 2008; Cattaneo and Silvanto, 2008; Cattaneo et al., 2012). Participants were asked to judge the trustworthiness of faces that were preceded by an adjective conveying desirable aesthetic qualities (e.g., attractive), undesirable aesthetic qualities (e.g., ugly) or neutral qualities (e.g. horizontal). In two behavioral studies (see Supplementary Material) we showed that faces appeared more trustworthy when preceded by aesthetically positive adjectives, in line with the Beauty-is-Good stereotype, and suggesting that prime and target stimuli were being aligned on a common valuation scale. In fact, other prime cues unrelated to physical appearance but still representing the poles of negative/positive continua (e.g. less/more, little/a lot) did not affect trustworthiness evaluation (see Supplementary Material), ruling out unspecific halo effects.

If the mPFC mediates the link between moral and aesthetic valuation, as suggested by prior fMRI evidence (Bzdok et al., 2012a; Avram et al., 2013; Wang et al., 2014), interfering with activity in this region should interfere with the effect of the aesthetic prime on the trustworthiness evaluation, possibly attenuating the behavioral expression of the Beauty-is-Good stereotype. Predicting the effects of stimulation the dIPFC are less straightforward. Although this region plays a role in controlling inappropriate emotional responses in social contexts (i.e., stereotyping) (Knutson et al., 2007; Quadflieg et al., 2009; Gilbert et al., 2012), in our task participants are unlikely to be aware of the priming effect and/or to consider it as socially ‘in-appropriate’ and hence as a response to inhibit. Nonetheless, it may be that TMS over the dIPFC interferes with the way a general evaluative system allows information coming from different domains (aesthetics, moral) to interact, thus also affecting priming effects.

**Experiment 1**

**Method**

**Participants.** Twenty Italian participants (5 males, mean age = 22.4 years, SD = 2.0) volunteered to participate in the study. They were all right handed as assessed by a standard questionnaire (Oldfield, 1971) and all had normal or corrected to normal vision. Prior to the TMS experiment, each participant filled in a questionnaire (translated from Rossi et al., 2011) to evaluate TMS safety. An additional 34 participants were tested in two behavioral experiments (for details, see Supplementary Material). The experiment was approved by the local ethical committee and participants were treated in accordance with the Declaration of Helsinki.

**Stimuli.** Experimental stimuli consisted of 32 young Caucasian faces displayed in frontal pose and with a neutral expression and of 6 adjectives. Face stimuli (7 × 7 deg of visual angle) were selected from a larger set of computer-generated faces (cf. http://lab.princeton.edu/databases/randomfaces/) for which rating scores (on a 9-point Likert scale) on different trait dimensions (including trustworthiness) are available (for details, see Oosterhof and Todorov, 2008). From this set, we selected 16 unambiguously males and 16 unambiguously females of medium trustworthiness (within ±1 SD from the mean of the whole sample, mean = 4.8, SD = 0.7). Medium trustworthiness faces were intentionally chosen, allowing for the possible influence of the prime-adjective on participants’ evaluations. All the adjectives were selected from the Corpus CODIS of written Italian (http://corpora.dso.unibo.it/coris_it.html) and referred either to desirable human aesthetic attributes (we used two adjectives: attractive and beautiful), or to undesirable aesthetic features (we used two adjectives: horrid and ugly), or described neutral traits not related to human qualities (we used two adjectives: horizontal and diagonal).

**Procedure.** Participants were seated in front of a 15.5” PC (1280 × 800 pixels) screen at an approximate distance of 57 cm, in a normally lightened and silent room, and performed a computerized task. Before starting the experiment, participants were informed that they would be viewing a set of faces and that their task was to indicate whether each face appeared trustworthy to them or not. Figure 1 shows the timeline of an experimental trial. Each trial started with a central black fixation point (1200 ms). Next, the adjective-prime appeared for 300 ms, followed by a blank screen (150 ms) and by the target face stimulus immediately after, which remained on the screen until participants responded. Participants were instructed to silently read the prime adjective and to judge the face as trustworthy or not by left/right key pressing using their right hand (response key assignment was counterbalanced across participants). Participants were instructed to be as accurate and fast as possible. TMS was delivered between the appearance of the adjective-prime and the face to be judged (see below for TMS details). Each participant performed three experimental blocks, one for each TMS targeted site. In each block, each face was presented three times, once for each prime-adjective type (beauty-prime, ugliness-prime, or neutral-prime), for a total of 96 trials in each block. Faces were presented in random order within each block, with the only constraint that the same face never appeared in two consecutive trials. The three experimental blocks were performed within the same session (participants were given a few minutes break after the first and second block); the order of the TMS targeted sites was counterbalanced across participants. Participants performed six practice trials at the beginning of the experimental session to familiarize with the task. The software E-prime 2.0 (Psychology Software Tools, Inc., Pittsburgh, PA, USA) was used for stimuli presentation, TMS triggering and data recording.
Transcranial magnetic stimulation (TMS). Online neuronavigated TMS was performed with a Magstim Rapid® stimulator (Magstim Co Ltd, Whitland, UK) connected to a 70 mm butterfly coil at a fixed intensity of 60% of the maximum stimulator output (e.g., Campana et al., 2007, 2014a, 2015; Bona et al., 2014). Double-pulse TMS (10 Hz) was delivered 50 ms after the offset of the adjective-prime. Accordingly, the first TMS pulse was given 100 msec before the onset of the face, and the second pulse upon onset of the face. Targeted sites were the dmPFC, the right dlPFC, and the vertex (control site). We targeted the dlPFC in the right hemisphere in light of converging evidence indicating that the right dlPFC is involved more than the left in social decisions, including face attractiveness evaluation (e.g., Ferrari et al., 2015), social categorization (e.g., Mitchell et al., 2009; for a review, Amodio, 2014), implementation of fairness-related behaviours (Knoch et al., 2006), and moral reasoning (Green et al., 2004; Tassy et al., 2011). The vertex was localized as the point falling half the distance between the nasion and the inion on the same midline. The dmPFC and the right dlPFC were localized by means of stereotaxic navigation on individual estimated magnetic resonance images (MRI) obtained through a 3D warping procedure fitting a high-resolution MRI template with the participant’s scalp model and craniometric points (Softaxic, EMS, Bologna, Italy) (see Figure 2). This procedure has been proven to ensure a global localization accuracy of roughly 5 mm, a level of precision closer to that obtained using individual MRIs than to what can be achieved using other localization methods (Carducci and Brusco, 2012). Anatomical MNI coordinates were obtained from previous neuroimaging studies on traits perception and stereotypes (Mitchell, Cloutier, Banaji, & Macrae, 2006; Mitchell et al., 2009) and were $x = -3, y = 48, z = 48$ for the dmPFC, and $x = 32, y = 22, z = 38$ for the right dlPFC. MNI coordinates were then converted into the Talairach space (Talairach and Tournoux, 1988) to be suitable for the stereotaxic navigation. The coil was placed tangentially to the scalp with the handle pointing backward and held parallel to the midsagittal line in the vertex and mPFC stimulation conditions, and pointing backward and rightward at a 45° angle from the mid-sagittal line in the right dlPFC condition.

**Results**

The number of positive (i.e., ‘this face is trustworthy’) responses was calculated for each participant in each block and converted into a percentage score. Similarly, mean response latencies (RT) were calculated for each participant in each TMS condition. Trials in which participants’ RT were ±3SD above or below their own average response time were excluded from the analyses (0.99% of trials were excluded following this criterion). The dependent variables were analyzed via repeated-measures ANOVAs with prime (beauty, ugliness, neutral) and TMS (dlPFC, dmPFC, vertex) as within-subjects factors. The Bonferroni-Holm correction was applied to all post-hoc comparisons.

The analysis revealed a significant main effect of TMS on the percentage of faces judged as trustworthy (Figure 3a) $F(2,38) = 5.15, P = 0.010, \eta^2_p = 0.21$, a significant effect of prime $F(2,38) = 8.39, P = 0.001, \eta^2_p = 0.31$, and a significant interaction TMS by prime $F(4,76) = 2.67, P = 0.039, \eta^2_p = 0.12$. TMS over dlPFC lowered the percentage of faces judged as trustworthy, compared to both vertex $t(19) = 3.18, P = 0.015$ and dmPFC stimulation $t(19) = 2.99, P = 0.014$. In turn, the percentage of ‘trustworthy’ responses did not differ significantly in the dmPFC and vertex TMS conditions $t(19) < 1, P = 0.98$. The effect of prime was modulated by the TMS condition. In the baseline (vertex) condition, the effect of prime was significant $F(2,38) = 7.78, P = 0.001, \eta^2_p = 0.29$. Specifically, faces were judged as trustworthy significantly more frequently when preceded by beauty-related primes than when preceded by ugliness-related primes $t(19) = 3.73, P = 0.003$ (Figure 3b). A similar trend emerged also for the beauty-related vs. neutral comparison $t(19) = 2.07, P = 0.11$ (without correction, $P = 0.053$). Also, faces tended to be judged as trustworthy less frequently when preceded by the ugliness-related than neutral primes $t(19) = 2.03, P = 0.057$. Overall, this pattern
Fig. 3. (A) Percentage of positive responses (i.e., The face is trustworthy) as a function of prime (ugliness, neutral, beauty) and TMS condition (vertex, dmPFC, dlPFC). In the baseline (vertex) and in the dlPFC TMS conditions, faces were classified as trustworthy significantly more frequently following beauty primes than ugliness primes. Although participants evaluated faces as overall less trustworthy when TMS was applied over the dlPFC, stimulation over this region did not impact on the Beauty-is-Good stereotype. In turn, TMS over the dmPFC abolished the effect of priming. Error bars indicate ±1 SEM. Asterisks indicate a significant difference compared to zero (i.e., no priming effect). Error bars indicate ±1 SEM.

Responses resembled the one found in the pilot behavioral experiment (see Supplementary Material).

In the dlPFC condition, similar priming effects were observed $[F(2,38) = 6.86, P = 0.003, \eta^2_p = 0.27]$. In particular, faces preceded by ugliness-related primes were judged as trustworthy significantly less frequently than faces preceded by beauty-related primes $[t(19) = 3.77, P = 0.003]$ and neutral primes $[t(19) = 2.49, P = 0.044]$. The priming effect for beauty vs. neutral failed to reach statistical significance $[t(19) = 1.47, P = 0.16]$, although the pattern was similar to the one observed in the baseline Vertex condition (Figure 3a). In the dmPFC condition, critically, the main effect of prime was not significant $[F(2,38) < 1, P = 0.60]$. It seems, thus, that TMS over this region prevented the emergence of the Beauty-is-Good stereotype.

Mean RT for positive and negative responses are reported in Figure 4. The ANOVA on the mean RT for positive responses revealed a significant main effect of prime $[F(2,38) = 9.07, P = 0.001]$, indicating that responses were faster overall when following beauty-related primes than when following ugliness-related primes $[t(19) = 4.20, P < 0.001]$, and neutral primes $[t(19) = 2.27, P = 0.070]$. Furthermore, RT were slightly slower following ugliness-related primes than neutral primes $[t(19) = 2.05, P = 0.06]$. Neither the main effect of TMS $[F(2,38) < 1, P = 0.63]$, nor the interaction prime by TMS $[F(4,76) = 1.18, P = .33]$, reached significance. The ANOVA on the mean RT for negative responses revealed neither a significant effect of prime $[F(2,38) < 1, P = 0.42]$, TMS $[F(2,38) < 1, P = 0.40]$, or their interaction $[F(4,76) = 2.18, P = 0.08]$.

**Experiment 2**

Experiment 1 showed that interfering with dmPFC activity abolishes the effect of aesthetic primes over face trustworthiness decisions. However, the effects (also at baseline) were overall of small size. In order to rule out the possibility that our findings possibly reflected a false positive, we decided to carry out a second experiment to verify whether the pattern of results obtained in Experiment 1 could be replicated in a new sample of participants. The experimental procedure was identical to that of Experiment 1 except for the fact that only positive and negative aesthetic primes were used. Neutral primes were not used in this second Experiment given that our interest was mainly in the differential effect of the two poles of the aesthetic dimension (ugliness vs. beauty) on trustworthiness valuation.

**Methods**

**Participants.** Twenty Italian participants (3 males, mean age = 22.6 years, SD = 1.4) volunteered to participate in the study. None of them had participated in Experiment 1. Inclusion criteria were the same as for Experiment 1.

**Stimuli and procedure.** The experimental paradigm was identical to Experiment 1, with the exception that the neutral adjectives were not included. TMS sites, parameters and timing were the same as those of Experiment 1.

**Results**

Analyses were carried out as in Experiment 1. Trials in which participants’ RT were ±3SD above or below their own average response time were excluded from the analyses (0.87% of trials were excluded following this criterion). A repeated-measures ANOVA with prime (beauty vs. ugliness) and TMS (dlPFC, dmPFC, and vertex) as within-subjects factors was carried out on percentage scores and mean RT. The analysis on the percentage of faces judged as trustworthy revealed a significant main effect of TMS $[F(2,38) = 3.80, P = 0.031, \eta^2_p = 0.17]$. As shown in Figure 5a, TMS over the dmPFC lowered the percentage of faces judged as trustworthy, compared to vertex stimulation $[t(19) = 2.97, P =
In two different experiments, participants had to evaluate the trustworthiness of computer-generated faces that were preceded by prime adjectives denoting desirable (beauty), undesirable (ugliness), or neutral aesthetic qualities (in Experiment 2, neutral primes were not used). Participants in both experiments rated faces as more trustworthy when preceded by beauty-related primes than when preceded by ugliness-related primes in the baseline control condition (Vertex stimulation). Results in this condition replicated the same pattern obtained in a pilot behavioral study (see Supplementary Material), and reflect the Beauty-is-Good stereotype (Eagly et al., 1991; Langlois et al., 2000). Critically, when TMS was applied over the dmPFC, the stereotypical association between attractiveness and trustworthiness disappeared. In turn, following dlPFC stimulation faces tended to appear overall as less trustworthy, but the Beauty-is-Good stereotype was still observed. Overall, thus, our data suggest that the dmPFC (but not the dlPFC) plays a key role in linking aesthetic and moral valuation.

Interfering with neural activity in the dmPFC did not affect face trustworthiness evaluation per se: when faces were preceded by neutral primes (Experiment 1), participants’ responses did not differ between the dmPFC and the control condition. This is in line with prior TMS evidence showing that interfering with dmPFC activity did not impact perceived face trustworthiness when the judgment was exclusively based upon facial appearance (Ferrari et al., 2016, supplementary data), and with prior neuroimaging evidence indicating that evaluations uniquely based on face appearance are likely to elicit responses in subcortical (e.g., amygdala) more than in cortical regions (Said et al., 2009; Baron et al., 2011; de Gelder et al., 2012, Fouragnan et al., 2013, Mende-Siedlecki et al., 2013; but see Bzdock et al., 2012a). In turn, TMS over the dmPFC reduced the effect of priming (more consistently so across the two experiments for the positive primes), such that trustworthiness responses in this TMS condition were similar regardless the prime type (Experiments 1 and 2). This is in line with reports of (anterior) mPFC critical involvement in social priming in prior fMRI research (Wang and Hamilton, 2015).

The lack of priming effects following dmPFC TMS is unlikely to reflect a general role of this region in mediating semantic priming per se. Indeed, semantic priming tasks unrelated to a social dimension do not recruit the dmPFC (e.g., Copland et al., 2007; Kircher et al., 2009). Accordingly, neuroimaging evidence suggests that person knowledge is functionally dissociable within the brain from other classes of semantic knowledge (for instance, related to objects features) (Mitchell et al., 2002; see also Ma et al., 2013b). In line with this, damage to medial sectors of
the PFC tends to elicit specific deficits in social reasoning and cognition (e.g., Anderson et al., 1999; Gozzi et al., 2009; Jenkins et al., 2014), but does not typically affect semantic knowledge in general, mainly mediated by temporal lobe regions (e.g., Gainotti, 2000; Campanella et al., 2010; Piretti et al., 2015). Moreover, it is unlikely that TMS over the dmPFC acted by disrupting maintenance of the verbal cue in memory. Indeed, interfering with dmPFC activity with TMS in prior studies did not affect maintenance of verbal primes (e.g., Mattavelli et al., 2011; Ferrari et al., 2016). In turn, short-term memory for visually presented words is usually affected by stimulation of visual (e.g., Amassian et al., 1989; van de Ven et al., 2012) or language-related areas (e.g., Deschamps et al., 2014).

If, on the one hand, our results are unlikely to depend on an unspecific role of the dmPFC in semantic priming or short term memory (see above), on the other hand, we do not argue for a selective role of the dmPFC in mediating aesthetic-to-moral (priming) associations. In fact, although in our study we focused on the Beauty-is-Good stereotype as a “window” onto the intersection of moral and aesthetic evaluation, previous neuroimaging studies have shown preferential activation in the medial PFC when responses matched other stereotypical social beliefs, as those concerning gender or race (Mitchell et al., 2006; Knutson et al., 2007; Ito and Bartholow, 2009; Quadrifogli et al., 2009; Gilbert et al., 2012). Accordingly, interfering with mPFC activity via brain stimulation was found to affect implicit measures of stereotypical beliefs about gender and in-/group/out-group (positive vs. negative) attributes (Cattaneo et al., 2011; Sellaro et al., 2015). Brain-lesion evidence also supports the involvement of the (ventro-) medial PFC in stereotypical beliefs (see Cozzi et al., 2009). Still, although activity in the dmPFC is certainly modulated by the stereotypicality of the information available about another agent (Van der Cruyssen et al., 2015), the dmPFC is also involved in social evaluation beyond stereotypical categorizing. Indeed, converging evidence points to an involvement of the mPFC in different aspects of social evaluation such as first impression formation, personality traits inference, and attribution of mental states (Baron et al., 2011; Contreras et al., 2012; Fouragnan et al., 2013; Ma et al., 2013a,b; Mitchell et al., 2005; Van den Stock et al., 2014; for a review, Van Overwalle, 2009). Our study critically adds to this prior evidence by showing that the mPFC is also a key region in mediating the ‘transfer’ from the domain of aesthetics to the domain of morality (in the form of a stereotypical Beauty-is-Good association). This is also in agreement with prior evidence pointing to a critical role of the mPFC not just in selectively mediating moral judgments (e.g., Greene and Haidt, 2002; Beer and Ochsner, 2006; Bzdok et al., 2012b; Englander et al., 2012; Yoder and Decety, 2014) and aesthetic judgments (Jacobsen et al., 2006; Kirsch et al., 2015; Pegors et al., 2015; Vessel et al., 2015), but also in linking aesthetic and moral valuations (Bzdok et al., 2012a; Avram et al., 2013; Wang et al., 2014).

Following dIPFC stimulation, faces tended to be generally judged as less trustworthy, but the effect of beauty-related primes on trustworthiness decisions was still observed. We were interested in verifying whether the dIPFC plays a role in regulating flow of information between the aesthetic and moral dimensions in impression formation, in light of its regulatory role in controlling emotional responses in social categorization tasks (e.g., Cattaneo et al., 2011; Knutson et al., 2007; Ito and Bartholow, 2009; Kubota et al., 2012; Quadrifogli et al., 2011). Our data suggest that this was not the case. However, it is important to note that dIPFC activity is related to social decision making when a conflict is detected, such as when a stereotypical representation is violated (e.g., a woman depicted in a male-stereotypical occupation, such as a ‘chef’, Quadrifogli et al., 2011). In our paradigm, there was no conflict between the aesthetic cues and the faces, because faces were all of average-trustworthy. It may be that using other paradigms eliciting a conflict between the aesthetic and moral dimension (for instance, a very beautiful male face associated with the description of a very bad act) may then recruit the dIPFC. Future research may address this issue.

In turn, the overall decrease in the number of faces perceived as trustworthy following dIPFC stimulation (irrespective of the prime) compared to the control condition is in line with neuroimaging evidence on the role of this region in the evaluation of trustworthiness in faces (Bzdock et al., 2012a) and behaviors (Watabe et al., 2011), in addition to evaluations of moral appropriateness and moral reasoning (Greene et al., 2001, 2004; Tassy et al., 2011; Jeurissen et al., 2014). Furthermore, the dIPFC may regulate subjective evaluations of positive traits in general: for instance, increasing excitability in the dIPFC resulted into higher attractiveness judgments for faces (Ferrari et al., 2015), and interfering with its activity also affected appreciation of visual artworks (Cupchik et al., 2009; Cattaneo et al., 2014b; 2015; Chatterjee and Vartanian, 2016).

The priming effect we reported in our baseline condition most probably did not depend on unspecific halo effects, since other verbal cues unrelated to physical appearance but still evoking a negative/positive continuum (e.g. less/more; little/a lot) did not affect trustworthiness ratings (see Supplementary Material). Hence, one may question whether priming occurred because faces were perceived as less/more beautiful and hence less/more trustworthy following ugliness- vs. beauty-related primes. We think that this possibility is unlikely, and that the aesthetic adjectives directly biased trustworthiness decisions (possibly relying on a common valuation system), without going through an intermediate visual step in which faces also appeared less/more attractive. In fact, deciding about attractiveness of computer-generated faces such as the ones we used (that were specifically created to vary along the trustworthiness dimension, Oosterhof and Todorov, 2008), especially if a yes/no decision response is required, feels unnatural because these faces lack important features that are typically used to determine attractiveness (e.g., hair, skin texture, eye color, variation in symmetry, masculine/feminine traits). Accordingly, several studies focusing on mechanisms implied in face attractiveness evaluation employed real faces (e.g., Jones et al., 2004; Little et al., 2008; Mitrovic et al., 2016), whereas the use of computer generated-faces may be suboptimal for such a purpose (e.g., Komori et al., 2009; Sutherland et al., 2013).

In our study, TMS affected the decision output but not response latencies. Dissociation of TMS effects on responses bias/accuracy and reaction times are not uncommon (Devlin and Watkins, 2007; Robertson et al., 2003), and largely depend on the specific paradigm used. As we mentioned above, we used average trustworthy faces so that decisions were uncertain and could be modulated by the primes we used: TMS is more effective in affecting responses when uncertainty is higher (Robertson et al., 2003). In turn, when there are clear correct vs. incorrect responses (with accuracy being high), behavioral effects induced by TMS tend to manifest more in terms of differences in reaction times (Devlin and Watkins, 2007). In the case of our paradigm, priming effects became manifest essentially in the response given and only marginally so in the response latencies (with no priming effects on RT in the purely behavioral studies, see Supplementary Material, and in the baseline
condition of Experiment 2); it is thus less surprising that TMS mainly modulated the response bias than RT.

The effects of TMS over the dmPFC were overall of small size. In this regard, it is important to consider that other cortical and subcortical regions have been found to respond to both moral and aesthetic evaluation, such as the orbitofrontal cortex (involved in reward processing, common to both aesthetic and moral valuation, see Tsukiura and Cabeza, 2011) and the insular cortex (critical in processing negative emotions and social negative signals, see Tsukiura and Cabeza, 2011). The temporal lobe may also be involved given its role in mediating emotional memories and social knowledge (see Zaidel and Nadal, 2011, for a review). The relative small size of the effect of TMS over the dmPFC may also partially reflect the work of these other regions in mediating the association between moral and aesthetic valuation. Nonetheless, it is worth noting that TMS can modulate activity not only in the neurons under the coil but also in inter-connected regions (e.g., Avenanti et al., 2013; Siebner et al., 2009). For instance, the OFC and the mPFC are known to be inherently connected (Ongür and Price, 2000); it is thus possible that the TMS effects we reported did not solely reflect direct interference with the mPFC activity but also indirect modulation of a larger network including the OFC.

In our study, we did not consider whether positive personality traits would also prime a face to appear more attractive, and whether this would in case rely on similar neural mechanisms. Accordingly, literature has mainly focused on the ‘what is beautiful is good’ rather than the reverse inference, possibly reflecting the precedence of the aesthetic attribute over other personal attributes in first impression formation (see Eagly et al., 1991). Nonetheless, available evidence suggests that attractiveness judgments can also be permeable to the influence of ‘goodness’ evaluation. In particular, Little and colleagues (Little et al., 2006) found that individuals positively valuing particular personality traits found faces displaying those traits to be more attractive. Similarly, Zhang et al. (2014, see also Eagly et al., 1977) reported that faces presented simultaneously with positive personality traits were rated as more attractive than faces presented with negative personality traits or noinformation. Although we are not aware of any study that directly looked at the neural underpinnings of the influence of perceived goodness of a person over her/his face attractiveness, it is reasonable to speculate that the dmPFC would be involved, given its role in encoding personality traits (Ma et al., 2013a,b; Van Overwalle et al., 2015). Future neuroimaging and brain stimulation research may shed light on this interesting issue.

In sum, our study provides evidence for a causal role of the dmPFC in mediating the link between aesthetic and moral valuation, critically stepping beyond prior evidence based on correlational techniques supporting the existence of a common brain network mediating aesthetic and moral evaluation (e.g., Tsukiura and Cabeza, 2011; Bzdok et al., 2012a; Avram et al., 2013; Mende-Siedlecki et al., 2013; Wang et al., 2014). This network is believed to encode value in terms of a common neural currency and assign value and motivational relevance to social and non-social stimuli alike (Ruff et al., 2013; Zaki et al., 2014). From this perspective, therefore, aesthetics and morals are linked in terms of a common valuation neural system that assigns congruent values to beauty and goodness, and common motivational dispositions to attraction and trustworthiness. Morals and aesthetics are likely to be distinctively human traits, and have been systematically associated in the history of Western philosophy. Our data, together with prior neuroimaging findings (e.g., Tsukiura and Cabeza, 2011), suggest the possibility that the association we experience between aesthetics and morals may actually be due to the two systems of value exploiting a common neural network, at least in as much they apply to the valuation of other’s socially relevant features (Zaidel and Nadal, 2011).

**Funding**

This work was supported by a Fund for Investments on Basic Research (FIRB), Italian Ministry of Education, University and Research (RBFR12F08D) to Zaira Cattaneo. Marcos Nadal and Camilo J. Cela-Conde were funded by project FII2013-43270-P awarded by the Spanish Ministerio de Economía y Competitividad.

**Conflict of interest.** None declared.

**References**


Ferrari, C., Lega, C., Vernice, M., et al. (2016). The dorsomedial prefrontal cortex plays a causal role in integrating social impressions from faces and verbal descriptions. Cerebral Cortex, 26, 156–65.


